
CMSC 473/673
Natural Language Processing
Instructor: Lara J.  Martin (she/they)

TA: Duong Ta (he)
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Slides modified from Dr. Frank Ferraro



Learning Objectives
Analyze code of a RNN language model

Distinguish between a plain RNN and a sequence-to-sequence RNN
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Review: Neural Language Models
wi-3 wi-2

wi

wi-1

𝑝 𝑤𝑖  𝑤𝑖−3, 𝑤𝑖−2, 𝑤𝑖−1) = softmax(𝜃𝑤𝑖
⋅ 𝒇(𝑤𝑖−3, 𝑤𝑖−2, 𝑤𝑖−1))

create/use 
“distributed 
representations”… ei-3 ei-2 ei-1ew

predict the next word

given some context…

compute beliefs about 
what is likely…

combine these 
representations… C = f

matrix-vector 
product

θwi
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Review: A Neural N-Gram Model (N=3)
The fluffy gray cat meowed very loudly

loudly EOS

wiwi-1

hi-1 hi

wi+1wi

loudlyvery

Critical issue: the amount 
of information flow is 

fundamentally restricted!!!

loudly

wi-1

hi-1

wi

very
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Review: 
A Recurrent Neural Language Model

The fluffy gray cat meowed very loudly

loudly EOS

wi-3 wi-2 wiwi-1

hi-3 hi-2 hi-1 hi

wi-2 wi-1 wi+1wi

verymeowedfluffy cat

wi-3 wi-2 wiwi-1

hi-3 hi-2 hi-1 hi

wi-2 wi-1 wi+1wi

grayThe

loudlyBOS verymeowedgray catfluffyThe

Critical issue: the 
amount of information 
flow is fundamentally 

restricted!!!

Allowing signal to flow 
from one hidden state to 
another could help solve 

this!
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wi-3 wi-2 wiwi-1

hi-3 hi-2 hi-1 hi

wi-2 wi-1 wi+1wi

observe these words one at a time

predict the next word

from these hidden states

“cell”

Review: A Classic View of Recurrent 
Neural Language Modeling
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decoding

encoding

wiwi-1

hi-1 hi

wi+1wi

Review: 
A Simple Recurrent Neural Network Cell

W W

U U

S S

ℎ𝑖 = 𝜎(𝑊ℎ𝑖−1 + 𝑈𝑤𝑖)
𝜎 𝑥 =

1

1 + exp(−𝑥)
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decoding

encoding

wiwi-1

hi-1 hi

wi+1wi

Review: 
A Simple Recurrent Neural Network Cell

W W

U U

S S

ℎ𝑖 = 𝜎(𝑊ℎ𝑖−1 + 𝑈𝑤𝑖)
𝜎 𝑥 =

1

1 + exp(−𝑥)
ෝ𝑤𝑖+1 = softmax(𝑆ℎ𝑖)
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decoding

encoding

wiwi-1

hi-1 hi

wi+1wi

Review: 
A Simple Recurrent Neural Network Cell

W W

U U

S S

ℎ𝑖 = 𝜎(𝑊ℎ𝑖−1 + 𝑈𝑤𝑖)

ෝ𝑤𝑖+1 = softmax(𝑆ℎ𝑖)

must learn matrices U, S, W

suggested solution: gradient 
descent on prediction ability

problem: they’re tied across 
inputs/timesteps

good news for you: many toolkits 
do this automatically
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decoding

encoding

wiwi-1

h(1)
i-1 h (1) 

i

wi+1wi

Review: A Multi-Layer Simple Recurrent Neural Network Cell

W W

U U

S S

h(2)
i-1 h (2) 

i

W W

… …

h(L)
i-1 h (L) 

i

W W
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Review: Gradient Descent:
Backpropagate the Error

Initialize model
Set t = 0
Pick a starting value θt

Until converged:
    for example(s) sentence i:

1. Compute loss l on xi

           l = model(xi)
2. Get gradient g t = l’(xi)
3. Get scaling factor ρ t

4. Set θ t+1 = θ t - ρ t *g t

5. Set t += 1

Core idea: Train the model to 
predict what the next word is 

via maximum likelihood 
(equivalently, minimizing cross-

entropy loss).

This loss is the sum of the per-
token cross-entropy loss
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Review: Recurrent NN Loss

loudly EOS

wi-3 wi-2 wiwi-1

hi-3 hi-2 hi-1 hi

wi-2 wi-1 wi+1wi

verymeoweddog

wi-3 wi-2 wiwi-1

hi-3 hi-2 hi-1 hi

wi-2 wi-1 wi+1wi

The

loudlyvery

loudly EOSverymeowedcatThe

word prob

meowed .3

purred .2

hissed .1

fluffy .001

wet .001

… …

word prob.

very .2

lots .1

softly . 1

fluffy .0005

wet .0005

… …

word prob

loudly .2

softly .01

quiet .001

fluffy .001

wet .001

… …

word prob.

EOS .3

and .1

blue .001

fluffy .0005

wet .0005

… …

log .2 log .12 log .2 log .19 log .3 log .2 log .2 log .2
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fluffy

wet

gray

black

word prob.

The .2

gray .01

blue .001

fluffy .0005

wet .0005

… …

word prob.

dog .2

cat .19

blue .001

fluffy .0005

wet .0005

… …

word prob.

black .2

wet .12

blue .001

fluffy .0005

gray .0005

… …

word prob.

black .2

gray .01

blue .001

bald .0005

wet .0005

… …

meowedcatblackBOS wetThe

(then negate, average)



Review: Gradient Descent:
Backpropagate the Error

Set t = 0
Pick a starting value θt

Until converged:
    for example(s) sentence i:

1. Compute loss l on xi

2. Get gradient g t = l’(xi)
3. Get scaling factor ρ t

4. Set θ t+1 = θ t - ρ t *g t

5. Set t += 1

(mini)batch
epoch

epoch: a single 
run over all 
training data

(mini-)batch: a 
run over a subset 
of the data
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PyTorch RNN LMs
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Pick Your Toolkit

PyTorch

Deeplearning4j

TensorFlow

DyNet

Caffe

Keras

MxNet

Gluon

CNTK

…

Comparisons:
https://en.wikipedia.org/wiki/Comparison_of_deep_learning_software
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https://en.wikipedia.org/wiki/Comparison_of_deep_learning_software


Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

4/3/2024 19

https://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html


Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

encode

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Defining A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

decode

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Training A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html
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Negative log-
likelihood

(we’ll talk about this)

http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html


Training A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

Negative log-
likelihood

get predictions

wi-2

wi-1

wi-1

wi

wi

wi+1

hi-2 hi-1 hi
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Training A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

Negative log-
likelihood

get predictions

eval predictions
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𝐿xent ො𝑦, 𝑦 = − 

𝑙𝑎𝑏𝑒𝑙 𝑘

ො𝑦 𝑘 log 𝑝(𝑦 = 𝑘|𝑥)

http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html


Training A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

Negative log-
likelihood

get predictions

eval predictions

compute gradient
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Training A Simple RNN in Python
http://pytorch.org/tutorials/intermediate/char_rnn_classification_tutorial.html

Negative log-
likelihood

get predictions

eval predictions

compute gradient

perform SGD
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Suggested Implementation Changes

nn.CrossEntropyLoss()

current Pytorch refers 
to this a “cell”
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Another Solution: LSTMs/GRUs

forget line

representation 
line
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https://en.wikipedia.org/wiki/Gated_recurrent_unit#/media/File:Gated_Recurrent_Unit,_base_type.svg

LSTM: Long Short-Term Memory (Hochreiter & Schmidhuber, 
1997)

Basic Ideas: learn to forget http://colah.github.io/posts/2015-08-Understanding-LSTMs/

GRU: Gated Recurrent Unit (Cho et al., 2014)

http://colah.github.io/posts/2015-08-Understanding-LSTMs/


Sequence-to-Sequence
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https://jeddy92.github.io/JEddy92.github.io/ts_seq2seq_intro/Note that this still has hidden layers!

I. Sutskever, O. Vinyals, and Q. V. Le, “Sequence to Sequence Learning with Neural Networks,” in Conference on Advances in Neural Information Processing Systems (NeurIPS), 
Montréal, Canada, 2014, pp. 3104–3112. https://proceedings.neurips.cc/paper_files/paper/2014/hash/a14ac55a4f27472c5d894ec1c3c743d2-Abstract.html

https://jeddy92.github.io/JEddy92.github.io/ts_seq2seq_intro/
https://proceedings.neurips.cc/paper_files/paper/2014/hash/a14ac55a4f27472c5d894ec1c3c743d2-Abstract.html


Seq2Seq Tutorial

https://pytorch.org/tutorials/intermediate/seq2seq_translation_tutorial.html
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Encoder
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https://pytorch.org/tutorials/intermediate/seq2seq_translation_tutorial.html

https://pytorch.org/tutorials/intermediate/seq2seq_translation_tutorial.html


Decoder
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https://pytorch.org/tutorials/intermediate/seq2seq_translation_tutorial.html

https://pytorch.org/tutorials/intermediate/seq2seq_translation_tutorial.html
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